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President’s Report

Phil Kernick

(president@sage-au.org.au)

System Administration is rising in the public conscious-
ness as a profession, and to underline this and to get the
message out to the market, we've decided to rename
our annual conference.

The new name for our conference is:

THE AUSTRALIAN SYSTEM ADMINISTRATORS
CONFERENCE (SAGE-AU’2005)

Nothing has changed but the branding, which will hope-
fully give those key decision makers a better understand-
ing of the scope and content of the conference.

We also hope that this will broaden the overall view of
the conference, to be less of an “In House” technical pres-
entation forum, and more a broadly aimed conference
for all System Administrators in Australia.

So mark itin your calender: Perth, 5-9 September. That's
less than six months away, so now is the time to approach
your boss, manager or other funding source to organise
to be there. It's our first return to Perth in a decade, and
since it was the top destination in our first SAGE-AU poll,
| expect to see a first-class turn-out. Remember, flights
to Perth are now cheap!

Speaking of the conference, the Call for Tutorials has
closed, and we have once again received a plethora of
quality proposals. The proposals have been examined
by the papers committee, and those who have been suc-
cessful have been sent a request for the full tutorial ma-
terials. Apologies to those who missed out, but it was a
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very hard decision as to who made it and who didn't.

On the other hand, the Call for Papers is still open (just!),
and we are still looking for quality submissions to fill the
technical program on the Thursday and Friday. If you
have an idea for a paper please forward a proposal to
papers@sage-au.org.au and beg Baden to let you sub-
mit it.

We announced that membership fees were going up on
1st January 2005 and set up an early bird scheme, where
if you renewed before the date, you could avoid the addi-
tional expense for another year. I'm not sure what it says
about sysadmins, but we only received a single taker for
the offer. Perhaps we should have increased it more! :-)

Finally, the work on the patches to the rules is underway.
Just fixing the bugs is turning out to be a significant task
- but that shouldn’t be a surprise to anyone. | hope to
have a draft version for review towards the end of April. If
anyone would like to assist in this monstrous and thank-
less task, please drop me a line to president@sage-
au.org.au - all help will be welcome.

Phil Kernick
President, SAGE-AU

noises.

customer's
good nature.

www.userfriendly.org
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Installing, Maintaining and Upgrading

SpamAssassin

Lev Lafayette (lev_lafayette@speedymail.org)

With thanks to Craig lan Dewick (craig@lios.apana.org.au)
and Phillip Pudney (Phillip.Pudney@member.sage-au.org.au)

An Introduction

The popular SpamAssassin analyses email messages, deter-
mines how likely they are to be spam based on a points sys-
tem (both format and content) and reports its conclusions. Part
of its popularity and effectiveness is due to the fact that the
administrator can fine tune the relative weightings of topics
and senders, report spam to clearinghouses and, being one
of the best things in life, it's free (under GPL). Compared to
other anti-spam measures (challenge/response, greylisting,
time-limited address) the administrative overhead for the
sender and receiver of mail is significantly less. SpamAssassin,
as of version 3.0, does use a version of micro-payment (see
www.hascash.org), the other method of blocking spam with
minimal overhead.

SpamAssassin can be installed at the MTA level, filtering mes-
sages either during the SMTP transaction or after the SMTP
transaction is complete, depending on the MTA. Usually virus-
checking is performed at this level as well (for example Amavis).
MTA filters at this level usually either block the message (refuse
to accept the mail or discard it) or quarantine it. The disadvan-
tage of this setup is that the MTA filter may not be able to
access per-user preferences. An alternative is to conduct scan-
ning at the MDA level (e.g., procmail). This has maximum flex-
ibility, allowing for systemwide rules to be applied and supple-
mented by personal user configuration, allowing personal in-
structions to discard messages, file in a separate mailbox etc.
The main disadvantages are that more system resources are
consumed and that spam-checking must be set up on every
system that has local recipients, rather than a centralised MTA
gateway. It is also possible to set up SpamAssassin for POP
clients or to apply SpamAssassin on multiple levels.

Installation

Written in Perl, SpamAssassin can easily be installed in a UNIX
or UNIX-like environment. If installed using CPAN (Compre-
hensive Perl Archive Network), required modules will be auto-
matically downloaded and installed as well. If not, a number of
Perl modules are required. As of v3.0, SpamAssasin option-
ally consults three spam clearinghouses; Razor, Pyzor, and
DCC. Each of these clearinghouse has its own client software,
which should also be installed prior to installing SpamAssasin.
Finally, it is strongly recommended for site configurations that
a dedicated special user account is created.

The easiest way to download and install SpamAssassin is
through CPAN:

# perl -MCPAN -e shell

cpan> o conf prerequisites_policy ask

cpan> install Mail::SpamAssassin

cpan> quit

although installation via the gzipped tarball is also common:
$ gunzip -c¢ Mail-SpamAssassin-2.60.tar.gz | tar xf -
cd Mail-SpamAssassin-2.60

perl Makefile.PL

make install

FreeBSD users can install SpamAssassin from the ports col-
lection, where it is available both as a traditional port (in which
it downloads the source code and compiles it) and as a
precompiled package. Linux users can install SpamAssassin
in several packaged formats, e.g.,.the Debian GNU/Linux and
Gentoo Linux packaging systems as the “SpamAssassin” and
“Mail-SpamAssassin” packages. The latest version of
SpamAssassin is also distributed as a source rpm by one of
its developers.

An installation of SpamAssassin includes Perl modules, the
most important being Mail::SpamAssassin, the top-level mod-
ule that includes most of the others, and
Mail::SpamAssassin::Conf, (the module that includes docu-
mentation of the configuration files), rulesets, a systemwide
configuration file, the SpamAssassin program, spamd, spamc
and sa-learn. The SpamAssassin program is a merge script
which accepts messages as input, applies the functions of
Mail::SpamAssassin, and outputs the message with spam
scores, reports etc. It is usually installed in /usr/bin. On sites
that receive large amounts of mail, overhead issues mean that
starting a new process and running the Perl interpreter per
message is not viable. In such cases the spamd daemon starts
at system boot and remains in memory to perform spam tests.
The daemon either listens on a Unix domain socket or TCP
port. Input and output of spamd messages is handled by the
client spamc. Unlike SpamAssassin, spamc is written in C and
compiled, thus avoiding the Perl-interpreted overhead. Both
spamc and spamd are usually installed in /usr/bin. Finally, sa-

learn is a script used to build the Bayesian spam classification
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system, teaching SpamAssassin which messages are consid-
ered spam and which are non-spam.

Configuration, Options and Operation

SpamAssassin’s configuration is invariably controlled by the
file /etc/mail/spamassassin/local.cf. Lines beginning with a
hash sign (#) are ignored in configuration files. Other lines have
a configuration directive and value for the directive. The most
commonly adjusted directives are required_hits (SpamAssassin
2.63) or required_score (SpamAssassin 3.0), where each
SpamAssassin rule that matches a message adds or subtracts
points from the message’s total spam score. When the total
score reaches the value of this directive, SpamAssassin re-
ports the message as spam. The default value is 5. To reduce
false positives, increase this value. This will also reduce the
number of true positives, meaning that more spam will get
through.

Other common directives that are modified include
‘report_safe’, which determines how SpamAssassin modifies
messages that it determines are spam, ‘rewrite_subject’
(SpamAssassin 2.x) and ‘rewrite_header’ (SpamAssassin 3.0
only), which both add “****SPAM*****” to message subject,
and ‘skip_rbl_checks’, which optionally checks the sender’s
IP addressed using real-time blacklists. Many ISPs perform
these checks in the MTA itself in order to reject connections
from such hosts at the earliest possible point. With ‘report_safe’,
SpamAssasin will always add three headers to spam mail: X-
Spam-Level ( a number of asterisks representing the spam
score), X-Spam-Status (a one-line description of the spam score
and matching tests), and X-Spam-Flag (Yes). If ‘report_safe’ is
set to 0, the message is kept intact, if set to 1, a new MIME
message is created with the spam report and the original spam
message as attachments, and if set to 2, the original spam
message is attached as content-type text/plain.

After configuration, testing is recommended. SpamAssassin
includes sample text files (sample-nospam.txt and sample-
spam.txt) to see whether the configuration can distinguish be-
tween spam and non-spam messages. To test the script, run
in the test mode using the command line, e.g:

cd Mail-SpamAssassin-2.63
spamassassin —test-mode < sample-nonspam.txt

After these sample files a few test real files are recommended
to get an idea how the scoring system operates. Two useful
options to consider at this stage include —exit-code [integer]
(nonzero for spam, zero if it is not, 64 for SA errors or 70 for
other errors) and —log-to-mbox (SpamAssassin 2.x only, cop-
ies of all of the messages processed by SpamAssassin to be
logged to the given file in mbox format). When operating from
the command line, the most common command line options
for SpamAssassin include —configpath (used when system or
per user configuration files are at a location other than the

membership
drive

The SAGE-AU definition of a System Administrator
is “Anyone who maintains a computer not solely
for their own use”. At present we represent only a
small proportion of the System Administration
community.

More members not only means we have greater
exposure within the industry, but with government
bodies such as NOIE as well. This translates to
greater acceptance of SAGE-AU, further
membership discounts and benefits, and industry
recognition of your membership to a professional
guild. It also ensures we can keep our membership
fees at a low, affordable level (about the lowest
for any professional guild, and certainly within the
IT industry).

The incentive scheme held over the past twelve
months has been a considerable success with over
eighty new members being referred by existing
members. Obviously with a current membership of
~900 this should be a lot higher and we have
therefore decided to extend the incentive scheme
for another year.

Think about it - if each member finds just
one new member this year, SAGE-AU will
double in size.

Basically, for every new member you refer to SAGE-
AU, you go into the draw for a $220.00 gift
voucher. One winner is drawn from every twenty
entries, giving you at least a 1 in 20 chance of
winning!

There is no limit on entries - we want you to refer
as many new members as possible - so if you refer
five people you go into the draw five times.

Just make sure that your referred member puts your
name in the box marked “Where did you hear
about SAGE-AU2".

Winners will be announced as they are drawn,
and the gift voucher may be redeemed for any
SAGE-AU merchandise or with any of our SAGE-
AU sponsors or supporters.

Steve landers from Western Australia won the
most recent prize draw, simply by referring one
new member to SAGE-AU - why not give it a try?
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defaults), —siteconfigpath (for location of the sitewide local.cf
file), —prefspath or —prefs-file (path to file containing user
preferences). Finally, SpamAssassin can report spam to
clearinghouses by piping messages to spamassassin —re-
port. This is good for spamtraps, not so good if you're report-
ing spam sent to a legitimate address as a trap. Don't do it.

Whilst running SpamAssassin from a command shell is good
for testing, it would be a very unpleasant process to do this in
practise, as every message would have to be checked indi-
vidually. The easy way to automate the process is to have the
system’s MDA filter all messages through SpamAssassin as
part of the delivery process. For example, procmail is usually
a standard MDA because of ease and safe handling of mes-
sages. SpamAssassin can be used with procmail by calling
the system-wide procmail recipe file (/etc/procmailrc). If
procmail isn’t available any other mail filter that passes mes-
sages as standard input and standard output can be used. If a
lot of mail needs to be filtered, as noted in the introduction,
spamc/spamd can dramatically reduce overhead with a typi-
cal startup by root from a system boot script. For shell testing
the following can be used;

/usr/bin/spamd —daemonize —pidfile /var/run/spamd.pid

with options for connection type (socket, ip address, port
number, ssl etc). It is strongly recommended that spamd is
instructed to run as a non-root user after binding to a TCP port
or socket by creating a new user (e.g., spamd) with its own
group (spamd) and its own home directory.

The testing rules just described for SpamAssassin also apply
for spamd and spamc, i.e., it looks for rulesets and configura-
tion files, itis recommended that spamc is tested with the sam-
ple text files etc. Like the SpamAssassin script, spamc has
command-line options for connection type (host, port, multi-
ple spamd server connections, SSL, etc). If spamc cannot con-
nect to a spamd server it will return messages unprocessed
by default. Whilst the testing process is the same, caution is
recommended because spamc’s options are often different to
those in SpamAssassin. Like SpamAssassin, spamc can be
run in a procmail recipe.

Rules and Learning Rules

From the end user’s perspective, the main issue is how
SpamAssassin tags messages. This can consist of true nega-
tives (proper mail), true positives (spam), false negatives (spam
that's been marked as proper mail, or ‘ham’) and false posi-
tives (proper mail marked as spam - a big whoops!). Identify-
ing the latter two is extremely important to improving
SpamAssassin’s Bayesian system. A mail administrator should
aim for their configuration of SpamAssassin to have at least a
“true positive” rate over 99.0% and a “false positive” rate of
less than 0.1%.

SpamAssassin works by applying tests to an email message

based on patterns within the message or headers and by check-
ing the Internet blacklists of IP addresses and assigning a score
against each positive test. Each test name consists of up to 22
uppercase letters, numbers or underscores, with reports gen-
erating a verbose description of up to 50 characters. Tests in-
dicate where to look (e.g., message header, body, uris in the
body), what to look for, optional test flags (“apply test under
condition x"), and a test value, which determines whether the
content and/or network tests are in use. Modifications of regu-
lar expressions in tests assumes a knowledge using Perl. The
tests used by SpamAssassin are usually located at: /usr/share/
spamassassin.

The following is a simple test, which tests for an HTTP URI in
the message that uses a numeric IP address (e.g., phishing
attempt):

uri NUMERIC HTTP ADDR / https?\:\/\/\d{7, }/is

describe NUMERIC HTTP ADDR Uses a numeric IP ad-

dress in URL

score NUMERIC_HTTP_ADDR 2.900 3.000 2.550 0.750

Test scores in SpamAssassin are easily modified. A test can
be disabled by setting its score to 0. System-wide modifica-
tions can be made to the systemwide configuration file, usu-
ally at /etc/mail/spamassassin/local.cf . Tests can
also be modified on a per-user basis, by the user editing the
.spamassassin/user_ prefs file in their home directory.
Where users do not have shell access (e.g., an IMAP or
webmail server), per user scores can be stored in an SQL da-
tabase with spamd configured to look up scores in said data-
base. This requires the DBI Perl module and an appropriate
driver module for your SQL database server. SpamAssassin
3.0 includes a schema for a PostgreSQL table, which is read-
ily adaptable. Another alternative for per-user preferences in
SpamAssassin 3.0 is to use a LDAP database, which requires
the installation of the Net::LDAP and URI Perl modules. To
add SpamAssassin preferences to users, extend the
objectClass that represents a user to allow an additional
SpamAssassin attribute.

There are some 700 test-rules in SpamAssassin, with
SpamAssassin 2.63 including another 2,900 rules for spam in
other languages. SpamAssassin’s rules are defined in a set of
files are usually installed in /usr/share/spamassassin and in-
clude the following:

10_misc.cf - templates for the spam report attached to spam messages.
10_plugins.cf (SpamAssassin 3.0) - Plug-ins extending SpamAssassin’s fea-
tures.

20_fake_helo_tests.cf - rules used to test for forged HELO hostnames.

20_body_tests.cf - tests against message bodies spam clearinghouses, mes-
sage languages, and message locales.

20_dnsbl_tests.cf - tests against many different DNS blacklists.
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20_ratware.cf and 20_anti_ratware.cf - tests that look for tell-tale signs of
specialized mail programs known to be used by spammers (ratware or
spamware).

20_head_tests.cf - tests that performed message headers. This includes
tests for blacklisted and whitelisted addresses in the From and To headers.

20_porn.cf (all SpamAssassin versions) and 20_drugs.cf (SpamAssassin
3.0) - tests that look for common indicators of pornographic spam and online
pharmacy spam. For aesthetic purposes someone should develop a test for
rock-n-roll spam.

20_phrases.cf - tests for common phrases that appear in spam.

20 _uri_tests.cf - tests that SpamAssassin performs against URIs that ap-
pear in messages.

20_compensate.cf - tests in this file are intended to compensate for com-
mon false positives.

20_html_tests.cf - tests that target messages that contain particular types of
HTML markup common in spam.

20_meta_tests.cf - Meta tests are tests that combine other tests.
23 _bayes.cf - tests that act on the results of the Bayesian classifier.

25_head_tests_es.cf, 25_body_tests_es.cf, 25_head_tests_pl.cf,
25_body_tests_pl.cf (SpamAssassin 2.6x) - header and body tests for Span-
ish (es) and Polish (pl) messages.

25_uribl.cf (SpamAssassin 3.0) - loads the URIDNSBL plug-in and defines
URI tests against DNS blacklists.

30_text_*.cf (de,es,fr,it,pl,sk) - translations of test descriptions and report
templates into different languages, such as German (de), Spanish (es),
French (fr), Italian (it), Polish (pl), and Slovak (sk).

50_scores.cf - defines the scores associated with all of the tests defined in
the other files.

60_whitelist.cf - sets up default whitelists for several large well-known ad-
dresses and companies, such as Amazon.com.

If none of the tests apply for a desired condition, custom-tests
can be written. These are normally applied on a system-wide
configuration. It is possible to apply this on a per-user basis,
but it is not recommended for security and performance rea-
sons. Like regular tests, custom tests require a symbolic name,
a test description, and various test conditions. Again, familiar-
ity with Perl regular expressions is considered a necessity. Af-
ter writing a custom test or modifying a test, you should run
spamassassin —lint to check your new rules for correct
syntax. This command will attempt to parse all of the rules and
configuration files in the ruleset directory and systemwide con-
figuration directory. It exits quietly if no errors are found. If you
plan to distribute an extensive set of new rules to other
SpamAssassin users, it is helpful use the version_tag configu-
ration option to set a string marking the version of the rules.
This string will appear in the X-Spam-Status header, after
SpamAssassin’s version number. If a particular version of
SpamAssassin is required, please include the require_version
directive and the version number.

SpamAssassin can also be configured for whitelists and black-
lists on a system-wide or per-user basis. Like rules options,
per-user configuration can be modified through the user con-
figuration files (usually ~/.spamassassin/user_prefs) or by a
SQL or LDAP database. Whitelists are most commonly used
to ensure that messages from important senders are not
marked as spam, regardless of content. Use the whitelist_from
directive to whitelist a sender’s address. It is preferable to
whitelist by relay to protect against spoofed addresses. Stand-
ard wildcards can be used e.g., whitelist_from_rcvd
*@importantclient.com. A whitelist entry can be removed with
the unwhitelist_from_rcvd directive. SpamAssassin also pro-
vides whitelisting for message recipients. The same format
applies for blacklists, however in the latter one should con-
sider using the commonly spoofed address (e.g., blacklist_from
support@microsoft.com).

SpamAssassin has the capacity to learn about a particular email
environment and adapt its behaviour. Two particular behav-
ioural systems include autowhitelisting and Bayesian filtering.
The autowhitelisting algorithm learns about each sender’s his-
tory of sending spam or non-spam messages and modifies
the spam score of their subsequent mailings on the basis of
this history. When autowhitelisting is enabled, SpamAssassin
maintains a database keyed on message senders’ email ad-
dresses and IP addresses of their nearest untrusted relay (if
any). Again autowhitelists can be configured on a system-wide
or per-user basis, and as of SpamAssassin 3.0, in an SQL
database. In comparison, the Bayesian filter can be trained by
having a body of message defined as “definitely spam” and a
body of messages defined as “definitely non-spam”. The re-
sults of the SpamAssassin learning process is a set of
databases. One database contains tokens, how often each has
been seen in spam and non-spam messages, and the date
and time that each token last proved useful in classifying a
message. Another database notes which messages have been
learned, so SpamAssassin doesn’t waste time relearning old
messages. The most useful of the Bayesian classifier configu-
ration directives include; use_bayes (controls whether the
Bayesian classifier is used at all, 1 = use Baysian filtering) and
bayes_auto_learn, bayes_auto_learn_threshold_nonspam,
bayes_auto_learn_threshold_spam (all of which configure the
automatic learning system, which automatically feeds mes-
sages with very high or very low spam scores to the Bayesian
classifier) and bayes_learn_to_journal and
bayes_journal_max_size (store newly learned data in a jour-
nal file, rather than directly into the Bayesian databases when
max_size reached).

SpamAssassin and MTAs

The integration of SpamAssassin with MTAs is a critical and
the most difficult technical task. Integration with the four most
common MTAs (sendmail, Postfix, gmail and exim) are dis-
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cussed here. Sendmail is the most widely used mail transport
agent in the world as will be discussed first. Postfix is also widely
deployed with a particular emphasis on security and the combi-
nation of SpamAssassin, Postfix and amavisd-new is consid-
ered something of a standard in its own right. Qmail is likewise
a popular alternative (it prefers to call itself “a replacement” to
sendmail) that is utilised by a number of large sites. Finally
Exim has a good installation base, incredible power and con-
tinues development through the University of Cambridge. It's
popularity must at least be partially due to the fact that it's com-
mands are almost the same as sendmail’s.

The easiest way to add SpamAssassin to a sendmail system is
to configure sendmail to use procmail as its local delivery agent,
and to add a procmail recipe for spam-tagging to /etc/procmailrc.
This is very easy to set up, one can use spamd and procmail
can use spamc for speed, and user preferences can be used.
Disadvantages include that fact that sendmail must complete
the SMTP transaction before spam-checking can take place,
causing additional bandwidth and secondly, it only applies for
local recipients, i.e., you cannot create a spam gateway. For
most administrators, the advantages here far outweigh the dis-
advantages. To configure sendmail to use procmail as its local
delivery agent, first add FEATURE (~local procmail’, ~/
path/to/procmail’)dnl to the sendmail.mc file (before the
MAILER (" local’) line). This means it will use procmail rather
than the default local MDA (e.g., /bin/mail). Then, configure
procmail to invoke SpamAssassin by adding:

# Spamassassin

:0fw

* <300 000

| /usr/bin/spamassassin

to /etc/procmailrc. If you run spamd, replace the call to
SpamAssassin in procmailrc with a call to spamc instead.

If an administrator wishes to reject spam before delivery or to
set up a spam-checking gateway, a more complex process is
required. A general purpose interface in sendmail, called milter,
can be used during the SMTP transaction for this purpose. To
configure sendmail to use a milter, add an
INPUT MAIL FILTER( ) macro to the sendmail.mc configu-
ration file and generate a new sendmail.cf file. The
INPUT_MAIL_FILTER macro takes two arguments. The first pro-
vides the name of the milter and the second tells sendmail how
to interact with the milter. It is strongly recommended that
sendmail 8.12 or later is used for milter support. One of the
more popular sendmail milters that can be used with sendmail
and SpamAssassin is MIMEDefang, which of course has to be
installed and configured itself. Fortunately, MIMEDefang is writ-
ten in Perl and invokes SpamAssassin through the
Mail::SpamAssassin modules. Running as a daemon, it does
not require spamd. Itis invariably easier to install SpamAssassin

and any antivirus software first then install MIMEDefang.

MIMEDefang is flexible; it allows SpamAssassin to be invoked
by MIMEDefang or by local users or scripts.

With Postfix, the master daemon is responsible for the coordi-
nation of the various components. Messages from the Internet
typically enter the mail server via the smtpd daemon. This is
then sent to the cleanup daemon, which performs sanity
checks, fixes missing headers etc. Each message is then
placed in the incoming mail queue and alerts the gmgr dae-
mon, which calls for local for delivery or smtp for relaying to
remote recipients. Postfix's configuration files are invariably
kept in /etc/postfix, with main.cf (contains most of the configu-
ration directives) and master.cf (configures the master dae-
mon) being the most important. As with sendmail, the easiest
way to add SpamAssassin is to configure Postfix using procmail
as a MDA. To configure Postfix to use procmail as the local
delivery agent, use the mailbox_command directive in main.cf
(mailbox_command = procmail -a “SEXTENSION"); make sure
that you have an alias for root in your aliases file (typically in /
etc or /etc/postfix). Without such an alias, Postfix may be un-
able to deliver mail to root using procmail.

Like sendmail, Postfix can reject spam before delivery or act
as a spam-checking gateway. This is achieved through a gen-
eral-purpose filter called content_filter, which specifies a mail
transport. The filter will either reject the mail or reinject it (pos-
sibly modified) into Postfix. The content_filter directive is es-
tablished in main.cf. Note that SpamAssassin itself is not suit-
able for use as a content filter as it doesn’t know how to reinject
a message. However a simple script can achieve the same
goal. A more complicated alternative is to run a content filter
as a daemon or to conduct filtering before address-rewriting.
In all cases scripts to assist this process are readily available.
For a fully-fledged spam-checking gateway that performs spam
and virus-checking, the Perl-written amavisd-new is a com-
mon and recommended method as it has been specifically
developed and tested for Postfix (see http://www.ijs.si/software/
amavisd/). Integrating SpamAssassin, Postfix and amavisd-new
is worth an article in itself (at least) and as such further elabo-
ration will not be conducted at this point.

With gmail, a message enters the mail server via the gmail-
smtpd daemon which then passes the messages to the gmail-
queue program, which stores them. The gmail-send daemon
then reads the message delivers using the gmail-lspawn dae-
mon or the gmail-rspawn daemon. Usually, all of gmail’s files
in /var/gmail with configuration in /var/gmail/control. As with
sendmail and Postfix (are you seeing a pattern here?) the easi-
est way to add SpamAssassin is to pipe messages through
SpamAssassin during local delivery and likewise the main dis-
advantage of this approach is one cannot create a spam-check-
ing gateway. With this approach either modify the
defaultdelivery file (/var/gqmail/control/

defaultdelivery) to | /usr/bin/spamc | maildir

./Maildir/ or, if one is using procmail, | preline procmail
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(and modify /etc/procmailrc file with:
:Ofw

* <300000

| /usr/bin/spamc

:0:, S$SHOME/Mailbox

On the other hand, if you want a spam gateway, you'll need the
QMAILQUEUE patch. Assuming this is present, SpamAssassin
includes a small C program called gmail-spamc. It calls spamc
on an incoming message and pipes the result to gmail-queue -
and it runs very, very fast. Finally, one particular content-filter-
ing program that is highly recommended is gmail-scanner (http:/

/gmail-scanner.sourceforge.net/).

Finally, Exim requires a little bit of extra care due to an rather
complicated set of configuration options, despite consisting
(more or less) of a single setuid executable (with lots of func-
tions). The default installation installed in /usr/exim/bin and the
default configuration is /usr/exim/configure. The configuration
file includes access control lists which can define tests on in-
coming SMTP sessions. As per other MTAs, Exim it is relatively
easy to add a procmail recipe to Exim. To establish a gateway,
Exim is quite adaptable, elaborate and extremely powerful, pro-
viding three different methods; via Exim routers, via exiscan,
and via defining a local_scan() function. In particular, sysadmins
who enjoy configuring ACLs will love exiscan.

Upgrading

Given the features of SpamAssassin 3.0, of which a modicum
have been mentioned in this article, it is hardly surprising that
many sysadmins are looking towards upgrading. Like any up-
grade, and particularly one which comes with a small mountain
of dependencies, this is fraught with problems which, abstract-
ing to a level that's almost rude, can be narrowed down to hard-
ware issues and software. The former is probably the most sim-
ple issue, but as is often the case, the poor ol’ physical layer is
the cause of a problem and the last item checked. Remember
the mantra; check the physical layer first.

SpamAsssasin 3.x will absolutely hammer your server if it's
running on a low-end machine. There are a lot more tests be-
cause (a) there’'s been a lot more development and (b) evil
spammers keep on trying to break useful programs like
SpamAssassin. There are now over 3000 standard rules in
SpamAssassin, and to tell the honest truth, it's pretty doubtful
that a low-end Pentium is up to task anymore, unless you don’t
mind spending 40-60 seconds for each email to be processed.
Blame the spammers, it's their fault. Heck, if we ever catch the
bastards, we should bill ‘em for all the labour time and capital
expenditure they’'ve wasted. That's after we've introduced them
to the 250Ib prison guard named “Bubba”. Until then, upgrade
your hardware. SpamAssassin 3.x is really good if the cognisenti
are to be believed, but it needs the processor speed to breathe

properly.

An interesting trap is that the official SpamAssassin upgrade
notes (http://svn.apache.org/repos/asf/spamassassin/
branches/3.0/lUPGRADE) claim that SA 2.6x release was the
last set for Perl version 5.6.1 or less. All very well, but be warned
that Perl 5.8 now uses Unicode internally by default, which
causes trouble for SpamAssassin (and almost all other rea-
sonably complex pieces of perl code). It's a good idea to use
Unicode of course, it’s just that “be careful” needs to be writ-
ten in 72pt Arial Bold. If you can avoid the cultural twitch, or at
least cope with it, setting export LANG=en_US seems to work;
*twitch* *twitch*. Also beware that the “rewrite_subject” and
“subject_tag” configuration options have now been removed.
Instead, using “rewrite_header Subject [your desired setting]”
instead. Ditto the “sa-learn —rebuild” command has been dep-
recated; please use “sa-learn —sync” instead. Finally, for those
of you who aspire to be true spam-slaying ninja - and believe
me, this is possibly one of the most honourable professions
known to mortal man, Sare Ninja’s Rules Emporium (http://
www.rulesemporium.com/) is the recommended place to visit.

Ultimately this article has only provided the most brief over-
view of the comprehensive and difficult topic of defining, in-
stalling, maintaining and upgrading SpamAssassin. There are
books, numerous books, on this subject. At the very best this
journal article can only hope to provide a taste and a brief
overview of the options available. However, in lieu of concerted
world-wide efforts by legislators or the establishment of a vi-
able pay-to-send email system, those bold and few individuals
protecting the world’s inboxes from a deluge of spam are truly
some of the great unsung heroes of the day. As Geoff Huston
pointed out at the keynote address at the last SAGE-AU con-
ference, a point of view which has since been confirmed by
the United Nations’ International Telecommunications Union,
spam could very well mean the death of the Internet. Once
again, we sysadmins have a rarely thanked task to perform.
Behind the scenes, we'll keep the email flowing.

Want to save some frees
(and SAGE-AU some money)?

If you are a two member household, would
rather read a .pdf version online or simply don't
want a copy of the newsletter please email Lee
(lee@sage-au.org.au) and let her know.

The online copies of the newsletters are
available at:
www.sage-au.org.au/newsletters_index.html
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Book Review :

The Design and Implementation of the FreeBSD

Operating System

Marshall Kirk McKusick, George V. Neville-Neil

Occasionally one has the joy of reading an IT book which is succinct yet
detailed and you know intuitively that this book will be a source of in-
formative material for years to come. This is such a book. The fourteen
chapter, circa seven hundred page text doesn’t have a wasted word as it
takes the reader step-by-step through the FreeBSD kernel, covering con-
cepts, structures and system-calls. The authors themselves are among
the best known of FreeBSD’s developers, although they hardly make
much of an issue of it in the introductory pages.

The text operates from the core outward, so even moderately experi-
enced system administrators and UNIX users may
find the opening chapters impressive in their capac-
ity to be daunting. It is not a book for beginners by
any stretch of the imagination. Just to give one an
idea, take this little snippet from page 386:

“In the Microsoft family of operating systems, remote
filesystem access is provided by the Common Internet
File System (CIFS), which runs on top of the Server
Message Block (SMB)... In FreeBSD, support for the
SMB and CIFS client and server is provided by
Samba, which resides in the /usr/ports/net/samba.
Since this book deals with the kernel, and Samaba
runs mostly external to the kernel, we will not discuss
it further.”

Get the picture? This is a book that covers kernel
services, process and memory management, i/o and
device mapping, network and local filesystems, net-
work sockets and processes. It is not a book for ap-
plications, even of the most advanced variety. Because it is written from
the inside out, it is probable that the last two or three chapters at the end
of the book on network protocols and system operation are a good place
for a reader to skim read initially, as they provide a point of familiar terri-
tory where user and administrative services interface quite clearly with
the kernel.

There is a lack of a Boolean operative in the preface sentence “[t]his
book is suitable for use ... in a first-level course in operating systems”. It's
not. As the preface follows, students are expected not only to be very
familiar with Unix and have a dash of C programming under their belt as
well, they also should be conversant with the concepts described in the
proceeding paragraph, as this book does not elaborate on them in a man-
ner that say, Andrew Tanenbaum does in the essential “Modern Operat-
ing Systems”. Indeed, it is probably appropriate as a Masters level course
in computer science.

That said, the fourteen-chapter design does fit in well with a standard
thirteen-week course, as the first two chapters consist of (i) a history of

“Design
Implementation

UNIX and BSD and (i) an overview of the rest of the book. The book is
well-referenced and one can be certain that given the fact that this is a
no-nonsense sort of text that the referenced articles, chapters, fags and
books are likewise of “no-nonsense” quality.

Also adding to the book’s utility as a study guide are some fifteen or so
exercises at the end of each chapter which gradually increase in diffi-
culty. Amazingly, these exercises are interesting, practical and informa-
tive and often refer to the developmental history of BSD. For example;

“5.16 Port the code from 4.3BSD that would forcibly swap out runnable
processes when the paging rates get too high.
Run three or more process that each have a
working set of 40 percent of the available
memory. Compare the performance of this
benchmark using the 4.3BSD algorithm and
the current algorithm.”

One cannot help but be charmed by the some-
times subtle way that the authors encourage
development of FreeBSD by explaining exist-
ing problems in the text with several refer-
ences to “it would be useful if’ etc. By the same
token they also alert potential developers not
to engage in time-consuming projects that are
likely to be of marginal utility (e.g., writing code
to recreate metadata thus avoiding out of
space errors).

Marwhall Kirk MoKusiok
Goprge V. Neville-Sol

Throughout the text there is a liberal supply of

pseudo-code, graphics and tables which are
always appropriate and provide excellent support to the main body of
text. The text itself is “bite-sized” in organization. Each chapter begins
with a clear introduction of what it is about to explain and then, piece by
piece, it explains it. There are very few examples of the text jumping
ahead (or even behind) of itself. One can easily get the feeling of being
immersed in a giant jigsaw puzzle that slowly builds itself from the cen-
tre outwards.

In a nutshell, this is an excellent book that deserves to be a “should
own” for any serious BSD/UNIX computer professional or systems ad-
ministrator and an absolute “must own” for a BSD/UNIX developer. Itis
extremely good value for money and people in either of the above cat-
egories should be referring to it time and time again over a number of
years. Of course, because it is pitched at the level that it is, it probably
won't be making the best-seller lists in the immediate future. But if you
fall in any of the above categories, even if you own “too many books”
already, clear a little space on your shelf and buy yourself “The Design
and Implementation of the FreeBSD Operating System”. You will not be

disappointed.
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Forcing Pandora’s Box on Them

Alexander Zangerl, Bond University (az@bond.edu.au)
This paper was presented at the recent SAGE-VIC IT Symposium

Abstract:

This paper will present some experiences with and tools for
teaching system administration skills to university students.

As system administration is not a “pure” science and quite
hands-on in nature, teaching these skills presents problems
like how to provide real-world administration challenges, how
to present a proper set of foundation knowledge without losing
students in the twisty maze of myriads of tools and so on.

The paper outlines one approach to these problems and de-
scribes the resulting teaching environment used for a system
administration subject taught at Bond University[1]: a very brief
overview of why Debian Linux was chosen as platform, how
User Mode Linux is used to provide virtual machines for en-
capsulation purposes, and the locally developed tool called
pandora which is used for challenging the students with prac-
tice disasters without wrecking their normal work environment.

Introduction

Teaching administration skills is a matter of practical exercises
and giving students sufficient hands-on training to get them
started with building experience of their own - which is after all
one of the major elements of this vaguely defined thing called
system administration.

Challenges

As every seasoned administrator knows there are both the be-
nign routine tasks to train for, as well as the odd disaster situa-
tions now and then which raise the stress factor and require
efficient and appropriate responses.

It is the author’s belief that in order to produce a well-trained
admin, a student needs to be subjected to practice disasters to
build up the mindset and approaches for solving problems effi-
ciently.

The challenge in doing so is mainly two-fold:
° What types of disasters to present?
° How to make the disasters “benign” but realistic, practi-

cable, repeatable and non-threatening to the student’s
usual work environment?

The What...

Selecting disaster situations for training is mostly a problem of
experience and recollection: in general selecting something from
your grab bag of old horror stories will do fine; you will mainly
have to recreate the problem situation to a sufficient extent.

Not all kinds of problems are easy to recreate, of course, but
with a bit of ingenuity it should be possible to at least simulate

the most common and important situations.
...and the How

Certainly the easiest way to provide students with disaster
experience is to toss them into the water and look for swim-
mers: wreck their machines/environment sufficiently and wait
until they fix it. This of course is very realistic.

However, it is not very practical and definitely not the best way
of teaching:

. What if the student gets totally stuck? Until his envi-
ronment is fixed by some outside help (tutor, teacher
etc.), he can not proceed working on anything else.

e What about half-fixes or side effects of fixes on later
use of the environment? There is not much worse than
having a group of systems that are supposed to be-
have the same but which aren’t, when you need to show
students how things work.

Virtualisation and Encapsulation are obviously keywords when
considering these problems. Having some kind of emulation
capability for faking a disaster makes sure that students get-
ting stuck can still use their normal work environment for other
tasks and also offers repeatability.

Encapsulating a disaster limits the potentially bad side effects
of the problem itself, any attempts at fixing it and an eventual
fix on the normal work environment, thus allowing for consist-
ency of the main work enviroment over time.

Another aspect of using practice disasters for teaching is that
the invocation of such a challenge shouldn’t be too complex:
students must not get drowned in technicalities and specifics
about the tool used when the main goal is to provide them
with a sound foundation of the concepts behind administra-
tion and problem solving.

Possible Solutions

While researching possible ways of providing practice chal-
lenges, two approaches were investigated:

Having a program break the work environment

Central Queensland University is using this approach in their
COIT13146 subject[2].

Students are provided a program to break the computer setup,
as well as a program to fix it.

Deployment of CQU’s system is not exactly simple, special
privileges are involved and suitably gifted students should be
capable of observing the destructive program with a debugger,
thus gaining instant knowledge of the required fix.
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Also, while breaking the environment programmatically doesn’t
seem to be a big deal, reversing the breakage automatically is
fraught with danger in the author’s opinion: if students have
made failed attempts at remedying the problem, then simply
reversing the original adjustments may very well mess up the
situation instead of improving it. Also the amount of failsafe
logic required in both the programs seems high, and having to
use a compiled language to hide the steps from students makes
this approach too cumbersome and inflexible for the author’s
“just in time” production style.

Using pre-broken Virtual Machines

There is a variety of emulator or virtual machine systems avail-
able for Linux, some commercial (eg. Vmware) and free ones
like User-Mode Linux[3].

User-Mode Linux was chosen as platform as it is free, of sulffi-
cient capabilities for the task at hand yet still simple to deploy.
The author’s initial contact with UML indicated its suitability for
virtualising disasters quite nicely: the UML developers actu-
ally provided a “disaster of the month” on the project’s website.

User-Mode Linux is a system-call-level emulator: Processes
run unemulated, exactly the same way in a virtual machine as
in the host, but their system calls are intercepted and executed
by the user-mode kernel which thus defines what virtual hard-
ware, networking etc. is available. Processes running inside
UML have no access to host resources that were not explicitly
provided to the virtual machine.

The user-mode kernel is a port of the Linux kernel to the Linux
system call interface rather than to a hardware interface, and
presents itself as an ordinary program as much as possible.

From a user’s perspective this means that it is fast, does not
require any root privileges to run, and the environment can be
completely virtual, with its own disks and networking.

The Teaching Environment

In our setup small groups of students have to setup their own
systems from scratch, arriving at roughly the same configura-
tion through some coordinative efforts at the beginning of the
semester.

The lecturer retains remote administration capabilities via ssh,
but day-to-day administration of the system is up to the group
of students “owning” the system.

Debian Linux for Teaching

The author’s choice of Debian Linux[4] for teaching purposes
was affected mainly by Debian’s strong set of policies and
consistency of the environment.

Learning Unix administration is not a simple task at best, and
the clearer and logical the rules are the easier it gets. For ex-
ample, knowing that certain files never go anywhere except /
usr/share/something/ helps a fledgling admin a lot, as
does the guarantee of your configuration changes surviving

software upgrades.

This paper is not about Debian’s merits and problems (see [5]
for that), so let’'s conclude this by stating that Debian’s struc-
ture helps a lot in teaching the concepts of administration and
the distinction between concepts and particular tools.

User-Mode Linux

As mentioned earlier, User-mode Linux provides a virtual ma-
chine in user-land. Virtual disks are realised as file system
image files, networking works with bridged or routed tunnel
interfaces (using the standard tun kernel functionality).

One very useful feature of UML is its capability to use “copy-
on-write” or COW layering: the block device driver in the UML
kernel supports layering a read-write private device over a read-
only shared device. That means that a virtual machine’s writes
are stored in the private device, while reads come from either
device - the private one if the requested block is valid in it, the
shared one if not.

The author’s deployment of UML uses this feature extensively,
as is outlined in the following section.

Making disasters with User-mode Linux
The Baseline...

At the very beginning of all disasters is the same very basic
Debian installation. There is a Debian package called
rootstrap which uses UML to produce a root filesystem
image, populated with packages of the requester’s choice plus
a required core set. rootstrap does not need root privi-
leges as it uses UML to bootstrap itself.

This basic root filesystem is then adjusted slightly for the local
network setup, a known root password is set, rcfiles and
prompts are set to what the other machines display and so on.
/var and /usr are

Extra filesystem images for /home,

created (by hand) and tied into the resulting virtual system.

The resulting baseline is a set of four (sparse) files, each con-
sisting of an ext2 (or ext3) filesystem image.

...is cloned...

To use the baseline for creating a disaster, UML is run with the
baseline images read-only and COW files to store the changes
made.

The use of copy-on-write files here means that the baseline
stays pristine but doesn’t have to be duplicated in its totality
either: you don’t have to waste gigabytes of storage on
filesystem images that are mostly the same anyways.

...massaged...

As the virtual system is fully interactive at that point, it allows
the author to do just about anything required to produce a dis-
aster: shooting holes in filesystem superblocks, removing nec-
essary files for the next boot, setting up misleading routes etc.
The only things that can not be done from within a UML virtual

16



SAGE Advice: The Journal of The System Administrators Guild of Australia

March 2005 Volume 11 Number 1

machine are changing the kernel to be used (because that
lives outside on the host machine) and doing disk partitioning
(as the UML driver currently maps only filesystems, not full
virtual disks). Still that leaves one with myriads of nasty things
to hand to trainee admins.

After the disaster “feels right”, the now broken virtual machine
is shut down and the COW files defining it are merged back to
form a disaster baseline. This step is required as multiple stu-
dents will use the same disaster images, thus need their per-
sonal COW files but UML does not support layering of multi-
ple COW files on top of an image (yet).

...and deployed

The resulting challenge baseline is uncustomised and the
same for everybody and gets distributed to the students’ ma-
chines.

Invoking disasters
What the author wanted to provide to students is a simple tool
that gives them a virtual box to fool around with.

Storage efficiency was an important consideration: students
should share as much of the UML data as possible, multiple
disaster challenges are issued throughout the semester and
all these need to be stored on the student’s computers.

Network access from and to the virtual machines are required,
and virtual machines need to have unique network identities.

Also there should be very little that needs to be configured on
the host machines, as these are student-setup and -adminis-
tered and as such prone to be in bad shape and/or changing
a lot.

These issues are taken care of by the single student-visible
tool called pandora which is described in the following sec-
tion.

All a student needs to know is that the pandora tool needs
to be run from within the X11 environment, that it needs the
name of the disaster as sole argument and that resetting the
disaster environment to the initial state works by adding a -r
switch to the invocation.

The pandora Tool
Storage Issues

To keep storage needs low and to give students an easy way
of resetting a disaster machine that is fouled up beyond hope,
students on a given machine share the challenge filesystem
set read-only, and everybody has his own COW files for stor-
ing his changes to the disaster system.

Using COW files here allows to store the images only once
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per machine, not once per student; also resetting a disaster
with COW files means just deleting these, not copying big im-
ages around.

Customisation

As outlined before, disasters need to be personalised so that
multiple instances of one challenge virtual machine can be
active on the network at the same time.

Functional Description of pandora

When pandora is run, the environment is set up for the stu-
dent and the necessary customisation is done on the fly:

When the student fires up a particular challenge for the first
time, pandora starts the challenge UML instance twice. First
it runs the instance with the kernel parameter init setto a
pandora-generated personaliser shell script and with the host
filesystems mounted read-only, and produces new COW files
(somewhere under the student's home directory) that overlay
and personalise the main disaster baseline.

This UML instance is run blind and invisible to the student,
and executes only the personaliser: the personaliser is a sim-
ple shell script which adjusts network settings, hostname and
so on. With the host filesystems being mounted and accessi-
ble, the personaliser can use whatever programs are avail-
able on the host system and isn'’t restricted to the contents of
the actual disaster system.

Changes made by the personaliser affect the student's COW
files, not the disaster baseline. The personaliser finally halts
the UML instance.

Then the challenge is started in earnest: the student gets an
UML instance with the baseline overlaid with his personal and
now customised COW files, consoles are displayed in xterms
etc.

The overhead of running the UML twice is about 2-3 seconds
on a pentium 3: the first instance runs only one program ever,
S0 its startup time is very short.

Experiences

The pandora system was developed in early 2004 and has
been used in one instance of our system administration sub-
ject so far, with very good results. Most students didn't have
any problems with the virtual machine system, and disaster
challenges were dealt with reasonably well.

Students were given six disaster challenges over fourteen
weeks, ranging from typos in configuration files and permis-
sion problems to filesystems filling inode-wise only, missing
device files and linker binaries.

A couple of both positive and negative observations made are
worth mentioning.

Misconfigured Hosts

As the host systems are student-administered, there were some
problems with students not having the required settings in their

kernel configurations. UML unfortunately doesn’t produce very
useful error messages in these situations, which makes de-
tecting such a problem a bit hard for trainee admins.

The most common problems seen so far were: missing devpts
support or /dev/pts not mounted, ipc support being disa-
bled and no tun device support.

Apart from there settings, the standard kernel config does suf-
fice for UML and software dependencies for running UML on
the host are very minimal.

Non-disaster uses of pandora

Early on it was decided that for playing around with per-stu-
dent personal virtual machines, a non-broken disaster called
“playground” would be provided to students.

Using pandora, students could start their own playground sys-
tem at any time they wanted to experiment without risking the
main working computer (which was shared by small groups of
students).

This proved to be very useful, and was also used by the author
to prepare new disasters: fire up pandora with a blank play-
ground, destroy that, then merge the COW files into a new
disaster file set, done. The only manual step left is to invoke
the COW merging program on the particular files.

Non-booting Disasters and Customisation

The on-the-fly customisation approach outlined before works
quite well for challenges that do boot, but does have its limits:
no disaster which involves unmountable filesystems can be
customised that way.

This limitation is less problematic than it sounds, at least for
teaching purposes, as the main purpose of customisation is to
enable external network access for the virtual machines.

But for teaching problem solving skills one would tend to pro-
vide the most common types of disasters separately: a disas-
ter situation where filesystems are broken would not be com-
bined with a failure of some high-level service configuration
that needs full networking capabilities.

As a result of this consideration, the author provided the dis-
asters involving non-mountable filesystems without network
configuration so that after the low-level problem would be fixed,
the uncustomised virtual machine would not interfere with other
instances.

Sparse Files

Using sparse files for filesystem images worked very well, and
kept the space requirements for eight disaster sets down to
about 600 megabytes (with each disaster nominally having 2.2
gigabytes of filesystems).

One important issue to remember is that not all network trans-
fer mechanisms retain sparseness of copied files. scp for
example does not, but rsync does when given the parameter
-S.
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Future Plans and Conclusion

One of the areas of possible improvement is the manual prepa-
ration of disasters baselines. It might be a good idea to move
the disaster preparation into the personaliser script: that way
simple things like destroying the filesystem or removing de-
vice files etc. could be done on the fly, without having to pre-
pare a full baseline interactively.

Another potential area the will be changed the next time the
subject is run and pandora is used is the network
customisation: a slightly more flexible scheme for address al-
location than the one used currently would allow for more con-

current disaster instances to be running without interference.

Still, even in its unpolished current version, the pandora en-
vironment with UML and Debian Linux has proven its worth for
system admin education and may very well become an even
more important virtualisation tool in the future.

Bibliography

1 Bond University, Unix System Administration.
http://james.bond.edu.au/courses/inft13333/

2 Central Queensland Uni, Systems Administration.
http://www.infocom.cqu.edu.au/Courses/2004/T3/
COIT13146/

3 User-Mode Linux.
http://user-mode-linux.sourceforge.net/

4 The Debian Project.
http://www.debian.org/

5 Alexander Zangerl. Debian GNU/Linux and System
Administration
http://people.debian.org/~az/sage-2003/

Issues in Data Recovery
An Interview with Payam Toloo

| still remember when four (count ‘em, four) copies of my boot
disk failed to boot my aging TRS-80 Model I. That's when |
thought | understood the necessity of data backups. But then
there was the time when a housemate accidentally wiped a
hard-disk which contained the only copy of a book which |
was sending to my publishers in the United States in a fort-
night’s time...

That was over thirteen years ago, and one learns quickly the
mantra: Backup and backup often, keep a copy offsite and
never, ever, forget that the cost of replacing hardware and
software is nothing compared to retyping 90,000 words of text.
All users have experienced the disaster that is data loss and if
they have not, they will very soon.

However there are changes in this field, which are slightly tan-
gential to the normal practises of a sysadmin. In this special
interview for SAGE advice, we interview Payam Toloo, Man-
ager of Sydney-based firm Payam Data Recovery. Payam of-
fers discounts to SAGE advice readers (see end of this arti-
cle) and is a subscriber to the journal.

Q) Payam, could you tell us alittle about yourself and how
you’ve ended up the business of data recovery?

From 1996 to 1998 | operated a “one man band” IT support
business working from home. After 2 years of helping many
small businesses and mum & dad users with their general IT
support needs | found myself faced with a faulty hard disk in
my very own computer. | had lost all of my tax records, client

databases and history and was left without any backup. The
disk was a Fujitsu 4GB hard disk which had a head crash with-
out any warning.

After sending it to two data recovery companies in Australia,
neither of them could help. | was over $1500 out of pocket
already for the evaluations. | sent the disk to the USA for a
quote and was quoted $8000 US Dollars. | asked for the disk
to be returned to me. | spent 9-12 months researching, buying
faulty disks, learning how to repair them and after 12 months |
repaired my own hard disk temporarily and extracted all of my
data to a spare disk. That very day, | opened PAYAM Data
Recovery and have been helping personal users, small busi-
ness, large corporations and governments worldwide recover
valuable data from damaged hard disk drives and other stor-
age media. We offer free evaluations, discounts for students,
pensioners, personal users and SAGE-AU members and
friendly personal service. After all, we are a small family busi-
ness.

I am 25 Years old and with the support of my father Mike and
older brother Omid as partners in the business we now have
many qualified technicians, software and hardware engineers
working in our company. We have Class-100 Clean room fa-
cilities, one office in Sydney and will be opening an office in
Melbourne before November 2005. With over 800 successful
recoveries each year and a success rate of 75% for faulty hard
disk drive recovery | am proud of how far our small Australian
business has come.
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Q) Would it be correct to say that the field of datarecovery
has changed significantly over the past several years?
What sort of recovery issues are people facing these days?

Hard disk drives are becoming more reliable these days, the
failure rate is lower than 2-3 years ago and | am sure the disks
will only continue to become more reliable. In recent years
though new business for us has opened up with data recovery
from other media such as digital camera memory cards, usb
memory sticks, PDAs, mobile phones, dvd-rw and cd-rw me-
dia, orb, jazz and zip disks as well as MP3 players such as
Apple Ipods which often double as a spare hard disk for a pc
users backup.

Q) Has the exceptional miniaturisation of hardware de-
vices in recent years (e.g., memory sticks, PDA, notebooks
etc) made data recovery particularly difficult? Are these
devices particularly prone to error?

Small devices like USB Memory
sticks and PDAs generally do not
have a high rate of hardware fail-
ure or faults but often we see file
system or partition table corrup-
tion or damage. We have software
which can normally solve these
problems quickly. At the moment
the new 1.8 hard disks used in
Apple Ipods and some new Sony
Notebooks have proven to be very
challenging; these disks often do
fail and recovery is possible but
the success rate is very low (30-
40%).

The most common small media
device we work on is Digital Camera Memory cards, espe-
cially SD Cards and XD Cards. We find they are prone to hard-
ware faults, even the most popular/expensive brands.

We find these new small storage devices an interesting chal-
lenge when they fail or are damaged. We spend a lot of time
on research here and if you have lost data from any new type
of gadget we would love to try to help. We'll find a way to get
your data back.

Q) What about operating systems and applications? Are
there particular products which you have found to have
particularly poor or good data protection or data recov-
ery?

Microsoft Windows. We love Windows - we find hard drives
are having their partition tables corrupted, scandisk is caus-
ing a mess and all sorts of strange things happen to our cli-
ents - mostly users of Windows XP Pro.

We find that only a small percentage of hard drives from MAC
head crash or other internal faults. Most of these require a

OS 8, 9 and X fail or have software problems. Most of our
clients are users of Windows XP Pro and generally have soft-
ware problems (e.g corrupt partition table) or a faulty hard disk
drive. I've always been a PC Techie, but | am learning more
and more about MAC and like what | see as each new day
passes.

There are many backup packages around, | cannot suggest
any one program - we use Arcserve and Microsoft NT Backup
for our own systems. As long as you verify your backups,run
tests to extract your backups often to ensure the backup files
are not corrupt and keep a regular offsite backup.

We frequently perform data recovery services on Microsoft
Exchange Information Stores and Microsoft SQL Data files
which are corrupted. For these two applications, it is vital you
keep a regular backup. A good tool for Sysadmins to invest in
is OnTrack PowerControls for people managing a Microsoft
Exchange Server.

Generally the applica-
tions we find cause data
loss are Lotus Notes,
Outlook,
Microsoft Exchange,
Microsoft SQL, Zip Files,
MYOB and Quicken data
files. We find a lot of cor-

Microsoft

ruption and data loss oc-
curs with these programs
- keep frequent backups.

Q) What sort of level of
damage can data re-
covery repair these
days? I'veread that you
recently recovered four out five discs from a serious of-
fice fire (see picture). According to the disk’s owners “the
computers were totally wrecked - just amass of burnt wir-
ing and melted plastic”. Is this sort of recovery normal?
Or did you have to engage in some serious unusual data
forensics?

Fire or water damaged hard drives are not something we love
to work on; they are dirty, smell and are a lot of work. The
particular case you read would have gone out of business with-
out their data - we made them a promise to help them no mat-
ter what, and we did. | was covered in black soot and ash and
had to wash up about 8 times a day to avoid contaminating
the hard drives.

We can recover data from almost any case of physical dam-
age/faults. In some cases though nothing can be done if the
damage is too severe. Generally the most common faults are
hard disks that are overheating, making clicking sounds, not
detected in the bios (normally a controller board fault) or a
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clean-room environment where we open the hard disk, repair
the drive temporarily and extract the data from the disk.

Simple disk erasing software is very good; normally if a disk is
erased securely there is nothing we can do recover the data.

Often we see IT Support staff use programs like Norton Ghost
and restore an image file to the wrong hard disk and overwrite
a user’s vital data. In cases like these since the data has been
overwritten we cannot recover all of the data but we can nor-
mally get back some of the data which was not overwritten as it
may be stored in the newly created free space area of the hard
disk.

Q) All this considered, what particular practises do you
think are best for preventing dataloss and very importantly
for sysadmins, how do we communicate safe user-level
practises?

To prevent data loss you need the right hardware and soft-
ware.

We recommend Seagate and Western Digital hard disk drives.
We only use these two brands of hard drives for 3.5 IDE Disks
and we only use Western Digital or Toshiba 2.5 Notebook hard
disks. Next time your company orders workstations ask for one
of these two brands, preferably Seagate if possible. Of all the
hard drives we perform data recovery on, Seagate and West-
ern Digital are ones we see the least of and they are the two
best selling brands in Australia as far as we know.

We try not to use brands such as IBM, Hitachi, Fujitsu, Maxtor
or Samsung. Most of the hard disks we perform recoveries on
are IBM or Maxtor. They are generally very reliable but have a
high failure rate, especially IBM Travelstar Notebook disks.

Also, we suggest for every user to keep an external usb or
firewire hard disk drive for personal backups AND to keep a
copy of their backup on a networked computer or file server as
their off site backup. A 200GB External Hard Drive costs under
$250 but can save you thousands of dollars in future.

For software, we love Norton Ghost. If you are careful and know

i

which disk is your source and destination then it's one of the
most useful time saving tools you will ever use for backups.
The Windows based version is very handy to use, set the op-
tions, reboot and it's all done automatically for you. It's the
ultimate backup tool. Otherwise, we suggest setup your users
with weekly backups using NT Backup or other backup soft-
ware to run during the day and leave the PCs turned off over-
night and on weekends.

The most common cause of simple data loss is when users
turn off their computer from the power point without shutting
down the PC through Windows. It’s still very common and of-
ten caused problems with the hard disk’s Master file table re-
sulting in the hard drive not being recognized as a formatted
disk on the next reboot. This is very common with external
USB hard disk drives.

All SAGE-AU members receive 15% off the total cost of all

PAYAM ( ,\

DATA RECOVERY “__/

Data Recovery services on IDE, SCSI, Notebook/Laptop Hard
Disks and other media. This is a saving of $25 on Software
Data Recovery and an average $240 on Hardware Data Re-
covery Services. Email: sales@payam.com.au for more infor-
mation.

Payam Data Recovery
Suite 3A Level 1

35 Waterloo Road

North Ryde NSW 2113
Ph: +61 2 9870 7202
http://www.payam.com.au

SAGE-AU have a number of sponsorship levels available (see www.sage-au.org.au/sponsor.html)
or we can tailor a sponsorship package to suit your particular requirements.

Your company may also be interested in participating in our supporters
programme (see www.sage-au.org.au/memberservices.html)
whereby our members are offered discounts on goods or services
upon presentation of their SAGE-AU member card.

Contact lee@sage-au.org.au for further information about how best SAGE-AU
and your company can work together.
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Regional Groups

Full lists of Chapter executive committee members, meeting schedules and up to date Chapter information
can be found at http://www.sage-au.org.au/regional.html

Victorian Chapter
The Victorian group currently meets on the second Tuesday of
the month at 7:00pm at:

VTR Consulting

Roseneath Place, South Melbourne

President

John Stern
john.stern@member.sage-au.org.au

Vice President

Chris Williams
christopher.williams@member.sage-au.org.au
Secretary

Thomas van de Hoef

thomas.van.de.hoef@member.sage-au.org.au

The group mailing list is sage-vic@sage-au.org.au

Queensland Chapter
The Queensland group currently meets on the second
Thursday of the month at 7.00pm at:
Room 621
General Purpose South Building (No. 78)
Staffhouse Road
University of Queensland, St Lucia

President

Jamie Gillespie
jamie.gillespie@member.sage-au.org.au
General Committee

Mark Suter

mark.suter@member.sage-au.org.au
James Lever
james.lever@member.sage-au.org.au

Brad Marshall

brad.marshall@member.sage-au.org.au

The group mailing list is sage-gld@sage-au.org.au

There is also a Rockhampton group - see
www.sage-au.org.au/rgqgld.html

South Australian Chapter
The South Australian group currently meets on the last Tuesday
of the month at 6.30pm at:

Vectra Corporation

38 Sir Donald Bradman Drive, Mile End

President

Pete Calvert
pete.calvert@member.sage-au.org.au
Secretary

Evan Pearce
evan.pearce@member.sage-au.org.au
Treasurer

Steve Challans
steve.challans@member.sage-au.org.au

The group mailing list is sage-sa@sage-au.org.au

New South Wales Chapter

The New South Wales group currently meets in Sydney on a
Tuesday each month at 7:00pm at:

Ernst & Young Building

3/321 Kent Street, Sydney

President

Neil Glennon
neil.glennon@member.sage-au.org.au
Vice President

Dane Rapaport
dane.rapaport@member.sage-au.org.au
Secretary

Richard Jessiman

richard.jessiman@member.sage-au.org.au

The group mailing list is sage-nsw@sage-au.org.au

Tasmanian Chapter
The Tasmanian group currently meets on the second Thursday
of every month at:

Bridie O'Reillys

124 Davey Street, Hobart
President
John Dalton
john.r.dalton@member.sage-au.org.au
Secretary
Sim Alam
sim.alam@member.sage-au.org.au
Treasurer
James Patterson

james.patterson@member.sage-au.org.au

The group mailing list is sage-tas@sage-au.org.au

West Australian Chapter
The West Australian group currently meets on the first Tuesday
of every month at 6:00pm at:

The Moon and Sixpence Pub

300 Murray Street, Perth

President

Paul Raj Khangure
paul.raj.khangure@member.sage-au.org.au
Secretary/Treasurer

Andrew Shugg

andrew.shugg@member.sage-au.org.au

The group mailing list is sage-wa@sage-au.org.au

ACT Chapter

If you are interested in being involved in getting the ACT
Chapter up and running again, please contact the Executive
Committee (exec@sage-au.org.au).
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